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Parallelization of SWMM5, 
and more…

Rob James, Tiehong Xiao, Nandana Perera, Karen Finney 
and Mark Randall, Computational Hydraulics Int. (CHI)

 

I’m going to talk about our recent 
efforts in improving SWMM, in 
particular the speeding up of SWMM. 
I’d like to acknowledge my coauthors 
Tiehong Xiao, Nandana Perera, Karen 
Finney and Mark Randall. 
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1977
SWMM ported to 
Minicomputer

1981
EPA SWMM 3
released

1984
PCSWMM released
1st PC version
FORTRAN

1988
EPA SWMM 4
released

2004
EPA SWMM 5
released

1991
PCSWMM4
First GUI version
BASIC

1995
PCSWMM ‘95
First  32-bit Windows
version - Visual Basic

1998
PCSWMM ’98
First GIS-based version
Visual Basic

2002
PCSWMM 2002
Genetic algorithm
based calibration

IBM PC/AT Intel 80-486 IBM PowerPC Intel Pentium III Intel Quad Core

1993
SWMM-USERS
listserv

2007
PCSWMM.NET
First multi-threaded
version - C#, .NET 3.5

2010
PCSWMM 2010
Real-time deterministic flood 
forecasting

Intel i7

2014
EPA SWMM 5.1
released

2013-2015
Integrated 2D modeling
Multi-threaded version of
SWMM5

 

This chart shows the increase in 
computing power over the last 30 
years, as measured by floating point 
operations per second, or FLOPS. 
FLOPS are the number of calculations 
a CPU can perform each second. Each 
y-axis line represents a 10 fold 
increase in processing power. Today 
we’re at almost half a trillion FLOPS 
(384 GigaFLOPs in the latest i7) in a 
desktop PC. 
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Processing power increase over the 
history of PCSWMM

100,000,000

TIMES

 

That’s an increase of almost 100 
million times since 1984, which was 
the year PCSWMM was first released. 
In 1984, a gigaflop of processing 
power cost $42M, in 2015 it costs 8 
cents. 
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100 million times faster is hard to 
comprehend. So let me say it’s almost 
exactly like going from the speed of a 
turtle… 
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To the speed of light. Actually the 
speed of light doesn’t seem so fast 
here, but I’ve been told its 100 million 
times faster than a turtle.  
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So everything is awesome, right? Well, 
not exactly. 
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THE
FREE
LUNCH

WAS
OVER
10 YEARS

AGO
http://www.gotw.ca/publications/concurrency-ddj.htm

 

Actually the awesomeness ended 
about 10 years ago. Chip 
manufacturer hit what’s called the 
power wall – inability to manage the 
heat in the CPU. The green line on the 
chart represents the trend in the 
number of transistors on a chip, which 
has been and continues to merrily 
obey Moore’s law. The dark blue line 
represents clock speed, which as you 
can see hasn’t improved since 2005. 
Increasing clock speed increases 
power consumption (the light blue 
line), and there isn’t a way to manage 
the heat that would be produced. 
 
http://www.gotw.ca/publications/con
currency-ddj.htm 
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To emphasize the point, this is a photo 
of us preparing to thermally bond a 
heat dissipater onto a CPU for one of 
our test computers. The thing is 
ridiculously huge.  
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So Andy Grove and his bunch at Intel 
have been instead adding more cores 
to a CPU. This chip has 4 cores. You 
can buy CPUs with 8, 12, and even 
more cores. But the problem is that a 
lot of software hasn’t been able to 
keep up with this change in direction.  
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Hey Bill,
Here’s 
faster
chips!

 

As the old saying goes, what Andy 
giveth, 
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Yay,
Better screen 

savers!

 

Bill taketh away. 
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You all might have experienced this. 
You are against a deadline and your 
SWMM runs are seeming to take ages. 
It doesn’t do much for your blood 
pressure when you check the task 
manager and your quad core CPU is 
humming along at only 30% utilization 
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Parallelization effort - OpenMP

 

This is because EPA SWMM is a single 
threaded application. Each task is 
completed sequentially. But there are 
a number of tasks that could be 
completed simultaneously in SWMM, 
if the code was structured to do so. 
Fortunately there are a number of 
tools out there to help parallelize 
code. One of them is OpenMP, a cross-
platform API for managing the 
common tasks of multi-threading. In 
SWMM, the dynamic wave routing 
method is a good candidate for 
parallelization. Lew Rossman at EPA 
has already been looking into 
parallelizing SWMM and has done 
some code refactoring to make this 
easier in SWMM version 5.1.   
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Computationally expensive routines in 
SWMM
• Dynwave.c

• findLinkFlows()

• findNodeDepths()

• Stats.c
• stats_updateFlowStats()

 

Dynamic wave routing is a good 
candidate because it often consumes 
the majority of the computational 
time in a SWMM run. We looked at 
about a dozen or so functions in 
SWMM that could be parallelized with 
OpenMP. We settled on these three: 
the calculation of link flows and node 
depths in the dynamic wave code, and 
the updating of flow statistics. I won’t 
go into the code changes now, but at 
the end of the presentation, I’ll show 
you where you can look at them. 
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Test computers

i7-2600 i7-5960X E5-2680 v3

Launch date Q1, 2011 Q3, 2014 Q3, 2014

Number of cores 4 8 12

Number of threads 8 16 24

Processor base frequency (GHz) 3.4 3 2.5

Max turbo speed (GHz) 3.8 3.5 3.3

Intel's smart cache (MB) 8 20 30

Memory type DDR3 DDR4 DDR4

Max memory bandwidth (GB/s) 21 68 68

Primary hard disk (speed MB/s) HDD SSD (read 550, write 520) SSD (read 550, write 520)

Secondary hard disk (speed MB/s) SSD (read 550, write 470) SSD (read 540, write 520)

Unit CPU cost $300 $1,299 $2,266

 

Once we implemented the 
parallelization code using OpenMP, we 
setup 3 test computers, to test the 
impact of the number of cores. The 
first computer was the benchmark – a 
typical computer a consultant might 
have – a 4 year old quad core 
computer. The second was a brand 
new 8 core computer, and the third 
was an equally brand new 12 core 
computer. Bob Dickinson posted an 
article on SWMM users about a study 
that showed a substantial drop in 
multi-threading performance gains 
after 8 cores, and we wanted to test 
that. You will notice the drop in clock 
cycles from 3.4 to 3 to 2.5, as the 
number of cores goes up, again an 
issue of heat management. Each core 
operates more slowly as you increase 
the number of cores on a chip. You 
should also notice that the new 
computers have super fast solid state 
drives, while the older computer had a 
regular hard drive, as well as a 
secondary SSD. More on that later. 
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Test models
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We also gathered together 85 test 
models, selected for their wide range 
of SWMM applications. We grouped 
the models into 3 groups. 1D models 
are the typical medium to large 1D 
SWMM models, Small models are the 
models with short run times (<10 
seconds), and 2D models are the 
typically large SWMM integrated 1D-
2D models. 
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Run time vs # iterations (i7-2600, 4 cores)
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If you look at run time vs # of 
iterations performed by each model, 
you can see the range of models 
tested. Run times varied from 5 
seconds or so to 10,000 seconds on 
the benchmark computer, and the 
number of dynamic wave solution 
iterations in each model run ranged 
into the 10s of millions. 
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Sum of 2D model run times
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And here are the results for each 
computer using the group of 2D 
models. The blue bar indicates the 
cumulative run time of all models in 
the group using the official latest 
sequential SWMM5.1.007 release, and 
the green bar represents the 
cumulative run time using the 
parallelized version of SWMM 5.1.007. 
The difference between the bars 
represents the average performance 
improvement with that processor for 
that group. There is a substantial 
improvement in speed on all 
computers, although its not quite a 
50% reduction in time in this 2D 



group. Perhaps the most interesting 
thing to note is the 8 core computer 
outperformed the 12 core computer 
with both the sequential and 
parallelized version of SWMM. 
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Sum of small model run times
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Here is the same chart with the small 
model group. Note the large run time 
of official SWMM on the 12 core 
computer. We think there was an issue 
with the computer affecting the 
official SWMM engine run times. The 
previous plot avoided this issue by us 
plugging the 12 core chip into the 8 
core computer, to give an apples to 
apples comparison. Still, the 8 core 
computer wins the comparison of the 
parallelized engine. 
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Sum of 1D model run times
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This is probably the most 
representative group of models. Again, 
ignoring the run time of the sequential 
engine on the 12 core computer, you 
can see the parallelized engine is 
running at least twice as fast on these 
large 1D models. 
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Here is a back to back run of both 
engines. 
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Here is a continuation of the earlier 
video showing the same model being 
run on the parallelized version of 
SWMM 5.1.007. 
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Hard drive type, i7-2600 (4 core), parallel SWMM
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We also did a number of tests on the 
impact of hard drive write speed. This 
plot shows the speed differences 
between a conventional 7200 rpm 
hard drive and a SSD that writes at 
least 5 times faster. These results are 
based on one run, and the differences 
shown are within the expected 
variance caused by other computer 
activities. Our tests all showed the 
hard drive technology did not impact 
SWMM run time. 
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We performed a quality assurance on 
the parallelized version. We created a 
tool to compare results from different 
SWMM5 engines. Here’s the interface. 
Basically, you add the input files you 
want to test to the list and choose the 
SWMM5 engines you want to 
compare. The tool runs each model 
using the first engine, and then again 
using the second engine. Then the tool 
compares the output files and report 
files of both engines. 
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Compare output file

Difference found between OldsCollege-testSWMM5_0_022.out and OldsCollege-testSWMM5_0_902.out:

Time step  Index    SWMM5_0_022  SWMM5_0_902  Difference
10631      100      0.00216678414 0.00216673082 5.33182174E-08

...
17553      155      33.774044 33.77559 0.00154495239
Max difference: 0.0105052
17553      126      0.8495136 0.8600188 0.0105051994

Object statistics:
Differences found for 12 objects (total 157 objects).
Object Index & Name    Number of Diff
32 Subcatchment 'S4A' Losses     6
...
126 Link 'C3' Froude Number     3
155 System Storage     2

Time step statistics:
Differences found for 9 time steps (total 21816 time steps).
TS Index & Time    Number of Diff

2417 1992-04-17 6:50:00 PM     2
...

3036 1992-04-22 2:00:00 AM     2

 

We compare every value in the output 
of SWMM. If a difference is detected, 
it’s logged. Here is a typical log for 
different output file. In this case there 
is a difference detected of 5 x 10 ^-8. 
This would be considered a fail. 
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Statistics on the test input files
Section Name        #Project

------------------- ---------

Title               79

Options             164

Flow units: CFS     40

Flow units: GPM     0

Flow units: MGD     7

Flow units: CMS     99

Flow units: LPS     18

Flow units: MLD     0

Infiltration type: HORTON 72

Infiltration type: GREEN_AMPT 79

Infiltration type: CURVE_NUMBER 13

Flow routing method: STEADY 0

Flow routing method: KINWAVE 16

Flow routing method: DYNWAVE 148

Allow ponding: YES  36

Allow ponding: NO   128

Inertial terms: PARTIAL 144

Inertial terms: NONE 9

Inertial terms: FULL 11

Define supercritical flow by: BOTH 136

Define supercritical flow by: SLOPE 23

Define supercritical flow by: FROUDE 5

Skip steady state: YES 1

Skip steady state: NO 163

Force Main Equation: H-W 156

Force Main Equation: D-W 8

Link offset: DEPTH  118

Link offset: ELEVATION 43

 

We tested the parallelization on 164 
real world models and gathered 
statistics on the models to ensure we 
adequately represented all of SWMM 
processes, as shown here. 
 
 



Slide 27 
Statistics on the test input files - continued

Files               0

Evaporation         154

Temperature         3

Rain Gages          123

Subcatchments 121

Sub Areas           121

Infiltration        121

LID Controls        15

LID Usage           8

Aquifers            10

Ground Water        8

Snow Packs          3

Junctions           148

Outfalls            150

Dividers            4

Storage Units       88

Conduits            148

Pumps               30

Orifices            35

Weirs               35

Outlets             33

Cross-Section        148

Transects           62

Losses              64

Control Rules       16

Pollutants          8

Land Uses           5

Coverages 5

Loads               1

Buildup             5
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Statistics on the test input files - continued

Washoff 5

Treatment           3

Inflow              50

Dry Weather Flow    22

Unit Hydrographs    9

RDII                9

Curves              101

Time Series         142

Time Patterns       21

Report              164

Tags                59

Map                 164

Coordinates         151

Vertices            92

Polygons            121

Symbols             5

Labels              1

Backdrop            5

Profiles            48

Seasonal Variations 0

 

Both engines produced exactly the 
same results. 
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We then also included some 
additional features in this parallelized 
version of SWMM, such as allowing 
seasonal variation of subcatchment 
pervious parameters through the 
application of monthly time patterns. 
This is useful for modeling the various 
hydrological changes in agricultural 
fields throughout the growing season. 
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It’s also useful for continuous 
modeling through the winter season in 
northern climes, where infiltration can 
be reduced when the ground freezes.  
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Another feature we added is the 
ability to discharge outfalls onto 
subcatchments. This is something I’ve 
wanted for a long time. It’s useful in 
modeling irrigation. 
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It’s also useful for modeling the 
discharge of piped flow onto LIDs.  
 
While we were at it we also fixed 
some bugs in SWMM. 
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Open sourced engine: OpenSWMM

https://www.openswmm.org/SWMM51907

 

And so we wrapped up all the code 
changes into a version of SWMM 
5.1.007 we have called OpenSWMM. 
We’ve published all the source code 
on OpenSWMM.org. and documented 
the changes. Our hope is that the 
community will find the code useful. 
We aren’t the first to parallelized 
SWMM, but up till now it seems that 
no one has seen fit to publicly share or 
explain their work. 
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Quote from one of the first users last night

I ran a big huge model with the new engine and the 
run time was cut from 6 hours to 3. That’s a pretty 
staggering reduction in computational time!

“

 

We posted the update yesterday and 
already someone reported in, saying... 
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Conclusions

• The tested 8 core chip seems to be the ideal CPU for the models 
tested

• SSD does not give a significant advantage in reducing model run times

• Parallelizing the three functions discussed will, on average, reduce 
computational time by 50%, however it is very model dependent

• Source code is available as of today on openswmm.org

• It is likely that the EPA’s next version of SWMM will be parallelized

 

The 12 core CPU was 1.7 times more 
expensive than the 8 core and was 
slower in all tests. The 8 core was 
approximately 30% faster than the 4 
core, for a price difference of $900. 
Over the course of a modeling project, 
that seems like money well spent. 
… 
We’ve been sharing notes with Lew 
Rossman, who’s also working on this 
problem, and so it is likely that the 
EPA’s next version of SWMM will be 
parallelized too. 
And so on that note, maybe for just 
one more day, everything IS 
awesome… 
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